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Master the most agile and resilient design for building analytics applications: the Unified Star
Schema (USS) approach. The USS has many benefits over traditional dimensional modeling.
Witness the power of the USS as a single star schema that serves as a foundation for all present
and future business requirements of your organization.Data warehouse legend Bill Inmon and
data warehouse expert, Francesco Puppini, explain step-by-step, why the USS approach is the
preferred approach for business intelligence designs today, and how to use this approach
through many examples.This book contains two parts. Part I, Architecture, explains the benefits
of data marts and data warehouses, covering how organizations progressed to their current
state of analytics, and to the challenges that result from current business intelligence
architectures. Chapter 1 covers the drivers behind and the characteristics of the data warehouse
and data mart. Chapter 2 introduces dimensional modeling concepts, including fact tables,
dimensions, star joins, and snowflakes. Chapter 3 recalls the evolution of the data mart. Chapter
4 explains Extract, Transform, and Load (ETL), and the value ETL brings to reporting. Chapter 5
explores the Integrated Data Mart Approach, and Chapter 6 explains how to monitor this
environment. Chapter 7 describes the different types of metadata within the data warehouse
environment. Chapter 8 progresses through the evolution to our current modern data warehouse
environment.Part II, the Unified Star Schema, covers the Unified Star Schema (USS) approach
and how it solves the challenges introduced in Part I. There are eight chapters within Part
II:Chapter 9, Introduction to the Unified Star Schema: Learn about its architecture and use
cases, as well as how the USS approach differs from the traditional approach.Chapter 10, Loss
of Data: Learn about the loss of data and the USS Bridge. Understand that the USS approach
does not create any join, and for this reason, it has no loss of data.Chapter 11, The Fan Trap:
Get introduced to the Oriented Data Model convention, and learn the dangers of a fan trap
through an example. Differentiate join and association, and realize that an "in-memory
association" is the preferred solution to the fan trap.Chapter 12, The Chasm Trap: Become
familiar with the Cartesian product, and then follow along with an example based on LinkedIn,
which illustrates that a chasm trap produces unwanted duplicates. See that the USS Bridge is
based on a union, which does not create any duplicates.Chapter 13, Multi-Fact Queries:
Distinguish between multiple facts "with direct connection" versus multiple facts "with no direct
connection". Explore how BI tools are capable of building aggregated virtual rows.Chapter 14,
Loops: Learn more about loops and five traditional techniques to solve them. Follow along with
an implementation, which will illustrate the solution based on the USS approach.Chapter 15,
Non-Conformed Granularities: Learn about non-conformed granularities, and learn that the
Unified Star Schema introduces a solution called "re-normalization".Chapter 16, Northwind
Case Study. Witness how easy it is to detect the pitfalls of Northwind using the ODM convention.
Follow along with an implementation of the USS approach on the Northwind database with
various BI tools.
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ForewordI had the pleasure of meeting and talking with Francesco Puppini a few years ago at
the World Wide Data Vault Consortium. The WWDVC event draws data warehousing
practitioners, Data Vault 2.0 practitioners and certified instructors, data analytics professionals,
and industry thought leaders from all over the globe. It provides a rich, collaborative environment
for forward-thinking professionals to share experiences, lessons learned, and future
perspectives in our ever-changing data industry.It was in this delightful petri dish that I was
introduced to Francesco by my friend, Bill Inmon. I first met Bill in 2016 when he was introduced
to me at the WWDVC 2016 consortium by Daniel Linstedt, the founder and inventor of the Data
Vault (1.0 and 2.0); my dear friend and now business partner.I was so amazed by Bill’s humble
and gentle presence. I cannot thank him enough for his wisdom and mentoring, not to mention
the “doubled over in tears” laughter that he has gifted to me over the last four years from stories
he has shared from his life experiences and our crazy industry. Bill is one of the funniest and
best storytellers I have ever known. I consider him a national treasure. It is my honor and delight
to be able to call him my friend. For those of you too young to know, much less remember, every



single individual involved in data analytics and warehousing owes much to Bill (William H.)
Inmon’s extensive, lifetime contributions to the creation of our industry and livelihoods. Bill has
been and remains to this day, one of our industry’s most influential thought leaders.Having been
in IT for over 35 years, I was impressed that the “Father of Data Warehousing” was so intrigued
by Francesco’s concept that he wanted to co-author a book with this Italian innovator. Bill
described Francesco as an energetic, passionate, bright, forward-thinking individual. My first
encounter with Francesco confirmed Bill’s description. I’ve had numerous opportunities to
engage with Francesco and to listen to him wax eloquent regarding what I affectionately refer to
as the “Puppini Bridge” – the central object around which the Unified Star Schema (USS) was
conceived and developed.Having read through Francesco’s writings several times, the idea that
he presents in the USS is an approach that complements the variety of consumable objects
made available in the Data Vault 2.0 (DV2) Information Delivery layer. The concepts behind, and
the implementation of, the Puppini Bridge, provide data analytics professionals with a set of keys
from which rapid joins to the underlying data may be more easily assembled. Using this table of
keys should render highly performant queries and deliver consistent results when adopted by
the enterprise. Francesco has been extremely successful in solving his clients’ analytics
challenges through his development and refinement of the USS. He has fully embraced this
construct and has implemented the USS across a variety of industries and data sets.In my
discussions with Francesco, he expressed his desire to “load test” the USS, and he has invited
our community to actively participate in this endeavor, providing him with feedback on the
results. His openness to having his approach critiqued speaks highly of his professionalism and
passion for introducing effective solutions to some of our industry’s tough analytics challenges. I
hope to see the Puppini Bridge tested across a variety of industry verticals at increasing data
volumes and velocity. As you read this book, I ask you to consider accepting this challenge and
become active in proving the USS to be an effective tool in producing highly performant,
consumable objects for your business’s information delivery portfolio.All the best, Francesco and
Bill!Cynthia Meyersohn, Founder & CEO, Authorized Data Vault 2.0 InstructorDataRebels, LLC,
www.datarebels.com, cindi@datarebels.comIntroductionMaster the most agile and resilient
design for building analytics applications: the Unified Star Schema (USS) approach. The USS
has many benefits over traditional dimensional modeling. Witness the power of the USS as a
single star schema that serves as a foundation to be used for all present and future business
requirements of your organization.Data warehouse legend Bill Inmon and data warehouse
expert Francesco Puppini explain step-by-step, why the USS approach is the preferred
approach for business intelligence designs today, and how to use this approach through many
examples.This book contains two parts. Part I, Architecture, explains the benefits of data marts
and data warehouses, covering how organizations progressed to their current state of analytics,
and challenges that are faced as a result of current business intelligence architectures. There
are eight chapters within Part I:Chapter 1, Data Marts and the Dimensional Model: Know the
drivers behind, and the characteristics of, the data warehouse and data mart.Chapter 2,



Dimensional Modeling Concepts: Master dimensional modeling concepts, including fact tables,
dimensions, star joins, and snowflakes.Chapter 3, Data Mart Evolution: Appreciate the benefits
of multiple data marts, and also the data quality, versioning, and credibility problems caused by
improper data mart management.Chapter 4, Transformations: Understand the process of
Extract, Transform, and Load (ETL), and the value ETL brings to reporting.Chapter 5, The
Integrated Data Mart Approach: Know how a data warehouse benefits an organization’s
reporting efforts.Chapter 6, Monitoring the Data Mart Environment: Learn the motivations for
monitoring data marts. Identify which data needs to be modified, distinguish actively used from
inactively used data, and see how to purge dormant data.Chapter 7, Metadata and
Documentation in the Data Mart Environment: Learn about the different types of metadata within
the data warehouse environment, including table and element metadata, source metadata, load
date metadata, combined metadata, and usage metadata.Chapter 8, The Evolution toward
Integrated Data Marts: Progress through the evolution to our current modern data warehouse
environment.Part II, the Unified Star Schema, covers the Unified Star Schema (USS) approach
and how it solves the challenges introduced in Part I. There are eight chapters within Part
II:Chapter 9, Introduction to the Unified Star Schema: Become acquainted with the USS in this
chapter. Learn about its architecture and use cases, as well as how the USS approach differs
from the traditional approach. Analogies will reinforce key USS concepts, such as hunter and
prey and houses connected with telephone lines. Also, this chapter will show you the dangers of
denormalization.Chapter 10, Loss of Data: Learn about the loss of data and the reason why a full
outer join in a data mart is not recommended. Witness that all the other joins (inner, left, and
right), by definition, discard some data. For this reason, a data mart that has been prepared with
these joins can only answer a subset of the possible questions. Understand that the USS
approach does not create any join, and for this reason, it has no loss of data. Be introduced to
the USS naming convention, which makes life easier for both developers and end-users. Also,
learn about the Bridge and see how it connects to the other tables. Follow along with a practical
implementation with Spotfire—it is so easy for the end-users to create a dashboard even without
being data experts.Chapter 11, The Fan Trap: Get introduced to the Oriented Data Model
convention, and learn the dangers of a fan trap through an example. Learn an alternative
notation for the one-to-many relationship, which recalls the idea of “spreading”. Differentiate join
and association, and realize that an “in-memory association” is the preferred solution to the fan
trap. Also, learn about the techniques of “splitting the measures” and “moving all the measures to
the Bridge”. Finally, see an example of the JSON fan trap and how it can be fixed.Chapter 12,
The Chasm Trap: Become familiar with the Cartesian product, and then follow along with an
example of a chasm trap based on LinkedIn, which illustrates that a chasm trap produces
unwanted duplicates. Learn about how the chasm trap grows between linear and quadratic.
Understand the method for the chasm trap row count, which helps to calculate the exact number
of rows of the resulting table. See that the Bridge is based on a union, which does not create any
duplicates. Finally, see an example of the JSON chasm trap and how it can be fixed.Chapter 13,



Multi-Fact Queries: Distinguish between multiple facts “with direct connection” versus multiple
facts “with no direct connection”. See that a many-to-many relationship corresponds to a
dangerous chasm trap with measures. Learn that although the best operation with a many-to-
many relationship is the union, the union is difficult to create and can be confusing. Explore how
BI tools are capable of building aggregated virtual rows, and how the USS approach is based on
the Bridge, which naturally embeds the union. Follow along with an implementation in Spotfire to
see how easy the end-users can build a valuable dashboard.Chapter 14, Loops: Learn more
about loops and five traditional techniques to solve them. See that the USS approach is based
on the Bridge, which naturally embeds the union. Consequently, the USS approach is a very
good solution to the loops. Follow along with an SAP Business Objects implementation, which
will illustrate that with the USS approach, the end-users can have a real “self-service
experience”.Chapter 15, Non-Conformed Granularities: Learn about non-conformed
granularities through an example. See that creating a BI solution, when the dimensions are non-
conformed, can present a number of challenges which have been traditionally solved by either
creating ad-hoc queries, or by building dashboards that are not integrated. Learn that the Unified
Star Schema introduces a solution called “re-normalization”. Witness the benefits, including that
the developers are only needed for the setup phase of the USS, and that the USS does not
depend on the business requirements, so the end-users will be free to implement their
personalized reports and dashboards.Chapter 16, Northwind Case Study. Witness how easy it is
to detect the pitfalls of Northwind using the ODM convention. Verify that a join involving tables
that form fan traps and chasm traps risks to produce incorrect totals. Become familiar with the
concept of a “safe zone for a table”, and that if we join all the tables together, not a single
measure will have correct totals. Follow along with an implementation of the USS approach on
the Northwind database with various BI tools. Understand that with the USS approach, all tables
belong to a common safe zone: everything is compatible with everything.Chapter 1Data Marts
and the Dimensional ModelIn the beginning, there were simple applications. These first
applications were for human resources, inventory control, accounts payable, and a wide variety
of subjects. The first applications gathered data, stored the data, and made the data available
for reporting. Figure 1.1 depicts one of the first simple applications.These applications made use
of master files. These applications grew in size and complexity. Soon very sophisticated, very
large applications appeared. Then there were all sorts of interlocking applications. One
application captured data and then fed it to another application. In short order, there was a
proliferation of applications. Figure 1.2 shows the jungle of applications that appeared.One of
the features of the application-centric architecture was the existence of extract programs. The
extract program was simple and innocent enough. An extract program merely moved data from
one application to the next. The extract program appeared because the end-user using one
application found that it would be useful to have data from another application. Rapidly, the same
data element began to appear in many places throughout the architecture.With this proliferation
of data came even greater confusion. Not only was the same data element to be found in many



places, but often due to timing issues or coding errors, there were different values for this data
element throughout the architecture. There was chaos. It was a real challenge for management
to make good decisions when no one knew what data was correct. Figure 1.3 shows the
chaos.At the root of the problem was the approach to building applications. Applications were
built to optimize information capture and storage, whereas requirements for the analysis of this
data were ignored. Furthermore, applications had a narrow scope. The application focused on a
small set of data that represented only a tiny portion of the business of the enterprise. Figure 1.4
shows the limited focus of each application.While each application may have solved a specific
business problem, the applications did not work in harmony with each other.The advent of the
extract program created an environment where there was lots of data but no believable data.In a
word, the application-centric architecture had a major problem with data integrity. The problems
of data integrity crept into the organization like a thief in the night. No loud bang or no trumpet
announced the issues of data integrity. Instead, data integrity issues just appeared as the
application-centric architecture grew and aged. An interesting observation is that trying to fix the
problems of the application-centric architecture stymied most organizations. For years the way
that organizations solved problems was to buy more technology and hire more
consultants.When confronted by the challenges of the application-centric architecture, buying
more technology and hiring more people only made the problem worse, not better.To use an
analogy. Suppose a house is on fire. You take a bucket of liquid to try to douse the fire. The only
problem is that your liquid is not water, but gasoline. Throwing gasoline on a fire to extinguish the
fire has the opposite effect that you desire. And thus it was with the application-centric
architecture. Buying more technology and adding more people made the problems of the
application-centric architecture even worse, not better. Figure 1.5 shows this phenomenon.A
profound change in architecture was needed. Enter the data warehouse. The emphasis on this
new type of database was not on the capture and storage of information, but instead on
organizing and preparing data for analytical processing. Features of the data warehouse
included the need to have integrated data (corporate data) and to store data for a lengthy period.
In addition, data was cast in the form of a series of snapshots in the data warehouse. Figure 1.6
shows the movement to the data warehouse.As a simple example of the meaning of corporate
data, suppose there are three applications. In one application, gender is signified by “m” or “f”. In
the next application, gender is signified by a “1” or a “0”. In the third application, gender is
signified by “male” or “female”. When data is placed in the data warehouse, the data element
gender is signified by only one representation. The applications that feed the data warehouse
that do not specify gender the same way must be converted. When someone goes to read and
interpret the data warehouse, there is a singular representation of gender. The simple example
shown here is just that—simple. In reality, when data is loaded in the data warehouse, the
transformation of data is almost always much more complex than the simple example shown
here. Figure 1.7 shows the transformation of data from the application environment to the
corporate environment.Another feature of the data warehouse is the ability to hold lengthy



amounts of data. In simple applications, there is often the desire to hold the minimum amount of
data possible. This is because lengthy amounts of data slow down the application. For that
reason, it is normal to find only a month’s worth of data in the application. But in the data
warehouse, it is normal to find five to ten years’ worth of data. From the standpoint of timeliness,
the data warehouse holds far more history than the applications. Figure 1.8 shows this
difference.Yet another significant difference between the data warehouse and the application is
the fact that data is frequently updated in the application. It is said of application data that data is
current “up to the second”. A simple example is your bank account balance. The bank works
hard to make sure that when you access your account balance, the data found in the account is
accurate. If it is 2:00 pm and your wife has made an ATM activity at 10:30 am, that ATM activity
is reflected in your account when you go to access it at 2:00 pm.Data in the data warehouse is
fundamentally different. Data in the data warehouse is a series of snapshots. You can look out
over the past month and find out every activity that has occurred against your account by looking
in the data warehouse. Figure 1.9 shows the difference between the application database and
the data warehouse database.While data warehousing represented an architectural solution to
the problems of data integrity that plagued the application-centric environment, there were some
problems with data warehousing. The primary problem with data warehousing came because
the implementation of a data warehouse required an enterprise-wide effort. Many organizations
had neither the will nor the vision to embark on a long term data warehouse development. To
build a data warehouse successfully, there had to be an organization-wide effort led by top
management. And getting that long term commitment and support from management was a
difficult thing to do. Figure 1.10 shows that building a data warehouse was an enterprise-wide
effort.A more palatable approach to the problem was the approach of building a data mart. A
data mart was very similar to a data warehouse in many respects. But the single largest
difference was that a data mart required a much smaller scope of effort than the data
warehouse. Because of the much smaller scale, a data mart could be built much more quickly.
And a data mart did not require the cooperation and coordination across all entities in the
enterprise. The data mart organized data so that the data was able to be easily analyzed. The
data mart only looked across a single department, not across the entire organization. For these
reasons (and more) the data mart required a much smaller scale of effort for development.
Figure 1.11 shows the building of a data mart. To a very small extent, the data mart addressed
the issue of data integrity. However, the data only addressed integrity from the standpoint of the
view of a single department (out of potentially many departments).When viewed on a smaller
scale, the issues of data integrity across one or two departments is a much smaller problem than
the issue of data integrity across the entire enterprise. Figure 1.12 shows the smaller scale of the
data mart.Because of the smaller scope of data that applies to data marts, the primary objective
of database design for the data mart is the analysis of data (rather than the integrity of the data).
The data mart lays data out so that it can be easily accessed and analyzed.The data mart
shares several characteristics with the data warehouse. Both the data warehouse and the data



mart contain snapshot data. In that regard, they are very similar. But the data warehouse
includes a lengthy amount of historical data, whereas the data mart contains only a fraction of
historical data. Data is integrated across the enterprise before it enters the data warehouse.
Usually, not much integration of data is needed when it is pulled from a single application.
Because of the enterprise-wide nature of data in the data warehouse, there is usually a robust
number of data elements in the data warehouse. But there are far fewer data elements in the
data mart because it represents only departmental data. Figure 1.13 shows the difference
between the two types of data structures.The basic structuring of data in the data warehouse is
the relational model. Figure 1.14 shows that the relational model provides a solid foundation for
the data warehouse.The basic structuring for the data mart is the dimensional model. Figure
1.15 depicts the dimensional model.Chapter 2Dimensional Modeling ConceptsThe dimensional
model is designed to allow data to be accessed and analyzed easily. There are a minimal
number of data relationships in the dimensional model. The fact that there are few relationships
in the dimensional model means that the programmer does not have to do many (or any)
complex joins to access the data. The dimensional model is portrayed in Figure 2.1.There are
two basic components to the dimensional model: fact and dimension tables. The fact table is the
place where the bulk of the data is stored. Figure 2.2 depicts a fact table.Typical fact tables are
for things such as:The sales made by a retailerThe telephone calls made by a sales
organizationThe transactions made by a bankA fact table includes many different types of data
elements. A sales fact table might have data elements such as:Date of saleItem soldSales
priceTaxes paidLocation of saleCustomer nameCustomer contact informationShipping
informationCondition of purchaseFor a sales organization that makes telephone calls, the fact
table may have information such as:Date of callTime of callNumber calledLength of callCall
agentAction item from callCustomer nameCustomer locationTypically, in a fact table, there are
lots of different types of data that are combined into the table to allow for easy analysis. As such,
the elements of data in the fact table are not highly normalized.The other type of data found in a
dimensional model is the dimension table. The dimension table expands information for the
elements found in the fact table. Figure 2.3 depicts the positioning of the dimensions
surrounding the fact table.Typical dimensions might
include:TimeDateProductCustomerStoreThe dimensions link to the fact table by the existence of
an element of data found in the fact table. Together the fact table and its dimensions form a
structure referred to as the “star join”. Figure 2.4 shows a simple star join.One of the most
important aspects of the star join is the granularity of the data. The granularity of the data found
in the fact table has great implications. The finer the granularity of the data, the more detailed the
analysis that can be done.For example, keeping a record of monthly sales does not allow the
analyst to go more deeply into the days of the month. If all there is in the fact table is monthly
sales, then the analyst cannot see if there are patterns on sales on a Friday, for example. Now
suppose the analyst keeps track of data daily. The analyst can examine if there is a pattern to the
sales on a Friday. But the analyst cannot examine the data to see if there is a pattern to sales at



9:00 am.The granularity then greatly affects the kind of analysis that can be done against the
data. As a rule, the finer the granularity, the more detailed the analysis can be. However, there is
a practical limit as to how granular data can be. Data can be too finely granular. Take the stock
market, for example. Suppose a record is written for every sale of stock. In a day, there would be
billions of records that are written. There would be so many records written that important
patterns would be hidden behind the many, many records of stock trades. A much more practical
way, which reduces volume, is to keep track of stock records at the daily closing price. But by
looking at the daily closing price, the analyst cannot do an analysis of the stock price at noon.
So, there is a tradeoff in choosing the granularity of data in the fact table. The granularity should
be low enough to accommodate normal analytical activities reasonably, but not so low as to
create data that hides important trends and patterns. On occasion, it is desirable to have more
than one fact table in the dimensional model. When multiple fact tables share the same
dimension, that dimension is called a conformed dimension. Figure 2.5 shows a conformed
dimension.The only constraint with conformed dimensions is that they need to fit the granularity
of the fact tables that are created. In some cases, the need to “normalize” the dimension table
across multiple fact tables can present significant challenges to the designer.Related to
conformed dimensions is the snowflake structure. A snowflake structure is one where the
different dimension tables can themselves have dimensions. Figure 2.6 shows a snowflake
structure.Once the first cut at design is made, it is a common practice to go into the star join and
remove duplicate elements of data. The removal of duplicate elements of data is a crude form of
the practice of normalization. Figure 2.7 shows the removal of duplicate elements of data that
may have crept into the design of the star join.Another feature of the dimensional model is the
existence of views of data. Once the physical database has been created within the database
management system, it is possible to define subsets of the physical model into a “view”. The
creation of a view can make it simpler for the end-user to access and interpret the data found in
the dimensional model. Figure 2.8 shows a view that has been defined for the dimensional
model.While there is no duplication of data elements in the dimensional model, on occasion, it
makes sense to duplicate a few fields of data to enhance the performance of processing against
the dimensional tables of data. See Figure 2.9.

The Unified The Batman, The Unified The Northman, The Unified The Boys, The Unified The
Knot

The Data Warehouse Toolkit: The Definitive Guide to Dimensional Modeling, Building a Scalable
Data Warehouse with Data Vault 2.0, Star Schema The Complete Reference, Data Modeling
Made Simple: A Practical Guide for Business and IT Professionals, 2nd Edition, Snowflake
Cookbook: Techniques for building modern cloud data warehousing solutions, The Data Vault
Guru: a pragmatic guide on building a data vault, Designing Data-Intensive Applications: The Big
Ideas Behind Reliable, Scalable, and Maintainable Systems, Mastering Data Warehouse



Design: Relational and Dimensional Techniques, Data Lake Architecture: Designing the Data
Lake and Avoiding the Garbage Dump, Data Governance: The Definitive Guide: People,
Processes, and Tools to Operationalize Data Trustworthiness, Data Engineering with Apache
Spark, Delta Lake, and Lakehouse: Create scalable pipelines that ingest, curate, and aggregate
complex data in a timely and secure way, The Textual Warehouse, Data Strategy: How to Profit
from a World of Big Data, Analytics and Artificial Intelligence, Data Pipelines Pocket Reference:
Moving and Processing Data for Analytics, The Modern Data Warehouse in Azure: Building with
Speed and Agility on Microsoft’s Cloud Platform, The Self-Service Data Roadmap: Democratize
Data and Reduce Time to Insight



Giacomo, “Clearly Identifies Modeling Challenges. This is an excellent book that clearly
articulates some common problems with modern BI tools and demonstrates the importance of
tools that use associations rather than traditional joining techniques. Puppini provides easy to
follow examples, straightforward definitions, and even in some cases applies names to
challenges that I had no name for in the past.The solution may not be a one size fits all solution,
but this book I hope will start a dialogue about modeling issues that modern BI tools do not
address. These issues plague most developers, and now we have names, definitions, and
examples to use in the future that may drive tools to improve.This book is an excellent reference
that I feel I will refer to often.”

Howard Diesel, “Unlearn, Relearn & Learn - The cycle never ends!. Two months ago, whilst
preparing for a presentation on the timeless techniques of data warehousing, I discovered this
book at it reminded me of that saying: "Unlearn, Relearn & Learn."The presentation focussed on
ensuring that the data model supported the questions that were going to be asked of the
data.One of the fundamental challenges that the author introduces is that the model should be
able to support all the possible questions that could be asked and not just the ones that were
specified in the business requirements. This is a major shift in our thinking about dimensional
data modelling.If you have spent years of implementing dimensional data models and have
learnt about all the possible traps, you can get into with additive, semi-additive and non-additive
measure and haven't adjusted your data models to prevent this; then this book is for you!
Basically, your model can avoid all these traps and support requirements changes better than
existing dimensional models.This book will show you how!I was very fortunate to be able to
contact the author, Francesco Puppini, now know as the architect of the "Puppini
Bridge."Francesco spent several hours helping me unlearn, relearn and learn. An exercise that I
was very grateful for.”

amzR, “Finally a Data Mart Model that makes sense. The Unified Star Schema concept offers
what the book says it does, an agile and resilient approach to Data Warehouse and Analytics.
We have a traditional DW model at our company and it has come with its limitation and not as
usable as it was initially thought to be. Adding and extending new requirements is a pain. The
USS schema is requirement independent and most importantly, the architecture behind the
concept offers very easily understood data set for users to make it a self-service. It really is a
step forward to solve challenges of today's data engineering and analytics. I am using it to build
our data model from scratch and its already adding value.”

Giuseppe Boccuzzi, “USS - Is this the universal reporting data model?. A brilliant and clear
methodology that shows you, step-by-step, how to avoid the common reporting pitfalls that
prevent real self-service data analysis and data driven business decisions.Who is this book for?



(Not only for DWH practioners) - Managers: It's easy enough to understand that your data
nirvana is at reach, just don't get stuck with old-school ad-hoc SQL based tools / dated data-
architecture - Data must flow like water. - Business Analysts: Don't be fooled by unnecessary
technical complications. On top of an USS you can ask whatever business question without re-
wiring the data. - Data Scientists: A must read - if you have underachieved, reading this book
you'll understand your foundation were likely wrong. - Data Engineers: Well, have you really
understood what a Chasm Trap is? Or can you define a Fan trap? Have you noticed that loops
are possible in transactional schemas but ambiguous for reporting? Do you really know how
joins work? ...do you really? - BI Practioners: Good news - the USS is for you and your in-
memory applications, even without a DWH is the to-go approach for all your tools (and what the
heck is an in-memory Association / how does it differ from a join?) - For whomever have read
Flatland - the world is not flat - and so is data.The book is catchy but deep. I'd recommend to
read every sentence twice, and when you have read it all, read again!Not because the book is
difficult, on the contrary - but I believe that the truth (regarding Reporting Data Modelling) has
been hidden in plain sight for decades.A revelation.”

Graham Balmer, “A new approach to data modelling and implementation. Great book, well
written and the explanations are straightforward.The author identifies the data modelling real
world problems of fan trap, chasm trap and loops (and defines them properly!). This is a much
better approach than jumping in with use case examples. The 'bridge' is the core idea -
essentially a SQL UNION of primary keys from tables - to be used in a reporting tool with the
base tables. This is what makes it a different and clever approach, and the book covers how it
can solve the above classes of problems.I am not sure if I would use it for an entire data model -
it would require a great deal of confidence to do something this different and performance would
have to be addressed. But I have already used it to overcome one common reporting problem
that is often neglected - how to join multiple fact tables that have common dimensions (actually a
chasm trap). The book was worth it just for this, and I will keep going back to it.Highly
recommend.”

Matt B, “Excellent and accessible. This is an extremely accessible book, with the concepts
clearly explained and easily understood, even for those without a data warehouse / business
intelligence background. I am a backend developer tasked with creating a data warehouse /
data mart for reporting and analytics. The techniques described in this book are invaluable. Our
application data is in MongoDB, and being streamed into a PostgreSQL database for reporting.
I was particularly grateful for Francesco's tips on dealing with JSON data: in particular the
dangers of the fan and chasm traps when dealing with JSON arrays. Using the techniques
described in this book I have successfully created a self-service data-mart for use by our
analysts.  I cannot recommend this book enough.”



Magdalena, “Clear and innovative. The Unified Star Schema presents a new way of doing
business intelligence. The book is written in a very clear language. For each new definition and
new concept, it provides an example and a practical implementation with a BI tool. The book has
hundreds of figures, and each figure highlights the point where your attention should be focused.
This is extremely helpful. If this approach really works, it is an authentic revolution in the industry.”

McLapu, “How to resolve BI conundrums. This book is very well written, explaining in plain
English and with clear examples how to resolve common BI conundrums. Thank you Francesco
and Bill for sharing!”

The book by Bill Inmon has a rating of  5 out of 4.5. 44 people have provided feedback.
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